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What if prompt is unclear? 

https://jie-jw-wu.github.io/blog/does-ai-ask.html 

https://jie-jw-wu.github.io/blog/does-ai-ask.html


Fine-Tuning Case Study

 

Problem: Code Models should increase the ability to ask clarifying questions for coding tasks​, 
but how?

Key Observation: 
Only {coding question, code} pairs exist in training data, causing LLMs to generate code 
regardless

● Such instruction tuning methods in Code LLMs force the models to generate code, 
regardless of any issues in the problem description.

Our Vision: 
At the model level, LLMs themselves should have the ability to ask clarifying questions when 
needed​
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Example #1
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Example #2
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Clarification-Aware Fine-Tuning​

 

Goal: alignment for clarification-aware code generation.

We propose ClarifyCoder that fine-tunes the Code LLMs with
● Synthetic Data Construction​
● Clarification-Aware Instruction Tuning
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Clarification-Aware Data Synthesis Process

 

Goal: produce ambiguous problem statements and their corresponding clarifying 
questions, thereby creating a robust dataset for training ClarifyCoder.
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Clarification-Aware Data Synthesis Process

- Modify problems into the three categories 
- Ask the model to generate a question to clarify the problem description 
- Using APPS data, ~30 K new data are generated 
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Clarification-Aware Fine-Tuning

 

We create a unified dataset       by merging           
and     ::

We then perform instruction tuning on        by 
minimizing the combined loss function        :

Example result:
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Performance Analysis (1 / 2) 
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Performance Analysis  (2 / 2) 
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Ratio r of standard and synthetic data.

● We changed the ratio r from 20% to 100%, with downsampling.
● Even with a modest 20% ratio, utilizing just 2,191 clarify-aware samples, we observed a 

notable improvement in clarify-awareness performance
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Comparison with Training-Free Methods
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Compare with other LLM agents
Results of different methods on HumanEval benchmark (well-specified coding tasks). Pass@1 and 
Test PR measure code generated in the first (only) round. The top two results are bolded. Pass rates 
are considered unavailable for methods where user interaction to perform clarification is enforced.
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Pretraining & fine-tuning in 
code
Pretraining:
https://github.com/rasbt/LLMs-from-scratch/blob/main/ch05/01_main-chapter-cod
e/ch05.ipynb
 
https://github.com/rasbt/LLMs-from-scratch/blob/main/ch06/01_main-chapter-cod
e/ch06.ipynb
 

https://github.com/rasbt/LLMs-from-scratch/blob/main/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/main/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/main/ch06/01_main-chapter-code/ch06.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/main/ch06/01_main-chapter-code/ch06.ipynb


NanoGPT in notebook

GPT (Zero to Hero), by AK: 
https://colab.research.google.com/drive/1JMLa53HDuA-i7ZBmqV7ZnA3c_fvtXnx-  
(Strongly recommend to watch the video and the code)

https://colab.research.google.com/drive/1JMLa53HDuA-i7ZBmqV7ZnA3c_fvtXnx-


RLHF (Reinforcement Learning 
from Human Feedback)
RLHF is a way to train an AI model so that its outputs better match what humans 
prefer—not just what is statistically likely in the training data.

A useful way to think about the whole pipeline is: Pretraining → SFT → RLHF

During pretraining, the model mainly learns to predict the next token. During SFT 
(supervised fine-tuning), humans provide examples of good responses and the 
model learns to imitate them. RLHF then goes one step further: instead of only 
showing the model a correct answer, humans compare multiple model answers and 
indicate which one is better.

SFT learns from the correct answer directly. RL learns from a reward signal.



RLHF



RLHF

Step 1 performs instruction fine -tuning on 
13k training examples 
• This aligns the model behavior with what 
we would expect of a chat agent 
• But the diversity of the interactions might 
still be limited by the contents of the 
training data 
• Rather, preference signals are a more 
expressive supervision surface (easier for 
humans to label their preferred response 
than to generate one to SFT!)

2022 (OpenAI) (Arxiv) [InstructGPT] [RLHF] Training language 
models to follow instructions with human feedback 



RLHF

• In Step 2, takes 33k prompts and samples 
a collection of responses from the 
instruction fine-tuned model for each one 
• The human labeler ranks the K ∈ {4,…,9} 
responses
• The reward model is a copy of the Step-1 
LLM, but with the softmax over words 
replaced so that it outputs a single scalar 
value, i.e. the reward 
• The model is trained so that rewards of 
the higher ranking (winning) responses are 
larger than those of the lower ranking 
(losing) responses



RLHF- Step 3

PPO does not directly use human preference pairs.
It typically uses a reward signal produced by the Reward Model.

Prompt
  ↓
LLM generates response
  ↓
Reward Model
  ↓
Reward score
  ↓
PPO
  ↓
Update LLM



RLHF results

RLHF Increases helpfulness



RLHF results

Zero shot and few shot is flat



RLHF code tutorial

https://blog.ml.cmu.edu/2025/06/01/rlhf-101-a-technical-tutorial-on-reinforcemen
t-learning-from-human-feedback/
 

https://blog.ml.cmu.edu/2025/06/01/rlhf-101-a-technical-tutorial-on-reinforcement-learning-from-human-feedback/
https://blog.ml.cmu.edu/2025/06/01/rlhf-101-a-technical-tutorial-on-reinforcement-learning-from-human-feedback/


Reinforcement Learning (RL)

“The goal of Reinforcement Learning (RL) is to learn a good strategy for the agent 
from experimental trials and relative simple feedback received. With the optimal 
strategy, the agent is capable to actively adapt to the environment to maximize 
future rewards.”

 

https://lilianweng.github.io/posts/2
018-02-19-rl-overview/

SFT: "Here is the correct answer. 
Learn to imitate it."

RL:  "Try an answer. I will tell you 
how good it is."

https://lilianweng.github.io/posts/2018-02-19-rl-overview/
https://lilianweng.github.io/posts/2018-02-19-rl-overview/


Proximal Policy Optimization 
(PPO)
Problem:
If we update the model too aggressively based on 
reward, the policy may become unstable.

PPO idea:
Increase expected reward while limiting how much 
the policy changes at each step.

How much did the probability of this action change 
compared with the old model?



DPO: Direct Preference 
Optimization
If we already know that response A is preferred over B, 
can we directly train the model from that preference?

DPO directly optimizes preference without explicitly 
training a Reward Model or running PPO.

Motivation:
RLHF is relatively complex:
Preference
   ↓
Reward Model
   ↓
Reward
   ↓
PPO
   ↓
LLM

https://thisisrishi.medium.com/direct-
preference-optimization-dpo-in-llms-2
1225b991f4e
 

https://thisisrishi.medium.com/direct-preference-optimization-dpo-in-llms-21225b991f4e
https://thisisrishi.medium.com/direct-preference-optimization-dpo-in-llms-21225b991f4e
https://thisisrishi.medium.com/direct-preference-optimization-dpo-in-llms-21225b991f4e


Summary

Code of DPO/PPO: 
https://medium.com/@ufuk.birbiri/reinforcement-learning-from-human-feedback-
using-ppo-ec9157baa41d
 

https://medium.com/@ufuk.birbiri/reinforcement-learning-from-human-feedback-using-ppo-ec9157baa41d
https://medium.com/@ufuk.birbiri/reinforcement-learning-from-human-feedback-using-ppo-ec9157baa41d


Reasoning ability 

LLM Reasoning Definition:

The capability of an LLM to perform intermediate computation and inference in order to derive an answer that is not directly 
available from the input or memorized knowledge.

Examples: math, logic, coding, planning, scientific reasoning.

Key idea:

Problem → Intermediate inference→Conclusion 

Important limitation: fluent reasoning ≠ correct reasoning.



Reasoning model

Reasoning model is relied on Chain-of-Thought Reasoning trace to solve more 
complex problems in coding, math, ect.

1) Test time scaling
2) Train time scaling 

https://github.com/afshinea/stanford-cme-295-transformers-large-language-models/blob/main/en
/cheatsheet-transformers-large-language-models.pdf
 

https://github.com/afshinea/stanford-cme-295-transformers-large-language-models/blob/main/en/cheatsheet-transformers-large-language-models.pdf
https://github.com/afshinea/stanford-cme-295-transformers-large-language-models/blob/main/en/cheatsheet-transformers-large-language-models.pdf


s1: Simple test-time scaling

https://simplescaling.github.io/ 

https://simplescaling.github.io/


Train time scaling- RLVR 

RLVR + GRPO are techniques for training reasoning models.

https://cameronrwolfe.substack.com/p/demystifying-reasonin
g-models?open=false#footnote-anchor-13
 

https://cameronrwolfe.substack.com/p/demystifying-reasoning-models?open=false#footnote-anchor-13
https://cameronrwolfe.substack.com/p/demystifying-reasoning-models?open=false#footnote-anchor-13


Train time scaling- GRPO
RL with GRPO. The training of DeepSeek-R1-Zero 
begins with the DeepSeek-v3 [2] base model. We 
directly finetune this base model via RL. In 
particular, authors in [1] select
 Group Relative Policy Optimization (GRPO) [3], 
which is depicted in the figure above, as their RL 
algorithm. The selection of RL algorithms for LLM 
training is an open and active research topic. 
Traditionally, researchers have used PPO for training 
LLMs, but there is a recent trend towards adopting 
simpler RL algorithms—such as REINFORCE or GRPO
—for LLM training. The main reasons provided for the 
selection of GRPO in [1] are:

● A reduction in the cost of RL training.
● The elimination of the critic model, which is 

(usually) the same size as the policy model 
(i.e., the LLM itself).

https://cameronrwolfe.substack.com/p/demystifying-re
asoning-models?open=false#footnote-anchor-13
 

https://huggingface.co/docs/trl/main/en/grpo_trainer
https://cameronrwolfe.substack.com/p/proximal-policy-optimization-ppo
https://arxiv.org/abs/2402.14740
https://arxiv.org/abs/2501.12599
https://cameronrwolfe.substack.com/p/demystifying-reasoning-models?open=false#footnote-anchor-13
https://cameronrwolfe.substack.com/p/demystifying-reasoning-models?open=false#footnote-anchor-13


Reasoning 
model case 
study: codingEvaluating Large Language Models Trained on Code
Chen et al., 2021

Main contributions:

● Introduces Codex, a GPT-style model trained/fine-tuned on public GitHub code.
● Studies whether LLMs can generate functionally correct Python programs from natural-language descriptions.
● Introduces the HumanEval benchmark.
● Introduces/popularizes pass@k as a functional-correctness metric for code generation.
● Shows that generating multiple candidate solutions can dramatically improve success rates. DOI

Conceptual pipeline:

Natural-language specification→ LLM→Generated code→Unit tests

https://doi.org/10.48550/arXiv.2107.03374?utm_source=chatgpt.com
https://doi.org/10.48550/arXiv.2107.03374?utm_source=chatgpt.com


Codex: Training LLMs on Code 

Training data:

● Public GitHub repositories
● Initial collection: about 54 million repositories
● About 179 GB of unique Python files
● After filtering: about 159 GB of Python code.

Language modeling + large-scale source code→code generation capability

This paper helped establish that scaling language models on source code can 
produce surprisingly strong program-synthesis capabilities.



HumanEval: How Do We 
Evaluate Generated Code? 
The paper introduces HumanEval:

● 164 handwritten Python programming problems
● Each problem contains:

○ function signature
○ docstring / natural-language specification
○ hidden unit tests

● Model generates the function implementation.
● A solution is correct if it passes the tests.

https://huggingface.co/datasets/openai/openai_humaneval 

https://huggingface.co/datasets/openai/openai_humaneval


Pass@k

 

Metric for problems where the model can generate 
k attempts; counts success if any of the k attempts 
is correct. Pass@k is common in coding and tool-
using tasks.  (https://www.braintrust.dev/encyclopedia/pass-at-k )

Takeaways:
Code generation is not necessarily single-shot generation 
Sampling multiple candidates can be considered a form of inference-time scaling.

https://www.braintrust.dev/encyclopedia/pass-at-k


Results

The model often has the ability to generate a correct solution, even 
when the most likely single generation is incorrect.

This foreshadows later work on:

● sampling
● self-consistency
● search
● reranking
● test-time / inference-time compute.

https://arxiv.org/pdf/2107.03374 

https://arxiv.org/pdf/2107.03374


Limitations

Reasoning limitations

Codex struggles when the specification requires:

● long sequences of operations
● correctly binding many operations to different variables

Performance declines substantially as problems require longer compositional chains. 

Correctness limitations

Generated code can:

● look plausible but be wrong
● reference undefined variables/functions
● contain semantic or security problems

https://paperlayer.ai/abs/2107.03374v2?utm_source=chatgpt.com
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