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Definition of Large Language
Model

Language Model: "A language model is a statistical or machine learning
model that assigns probabilities to sequences of tokens.”
How “large”?

O Model size: tens (or hundreds) of billions of parameters

O Training data: 100s of billions of tokens or more

O Compute: a lot of GPUs



A closer look of GPT-3

Model Name +
GPT-3 Small
GPT-3 Medium
GPT-3 Large
GPT-3 XL
GPT-32.7B
GPT-36.7B
GPT-3 13B

GPT-3 175B

Source: wikipedia

s <
125M
350M
760M
1.3B

2.7B

6.7B
13.0B

175.0B

GPT-3 training datal'l"®

Dataset # tokens
Common Crawl 410 billion
WebText2 19 billion
Books1 12 billion
Books2 55 billion
Wikipedia 3 billion

Proportion

within training
60%
22%
8%
8%
3%



GPT training pipeline

GPT Assistant training pipeline

Stage Pretraining

Raw internet
text trillions of words

Dataset low-quality, large quantity

Language modeling
Algorithm predict the next token

Base model

1000s of GPUs
months of training

ex: GPT, LLaMA, PaLM
can deploy this model

Source:
https://medium.com

Supervised Finetuning

Demonstrations o
Ideal Assistant responses,
~10-100K (prompt, response)
written by contractors

low quantity, high quality

Language modeling
predict the next token

Q0. O
SFT model

1-100 GPUs

days of training

ex: Vicuna-13B

can deploy this model

Reward Modeling Reinforcement Learning

Comparisons Prompts

100K —1M comparisons o ~10K-100K prompts
written by contractors written by contractors
low quantity, high quality low quantity, high quality

Binary classification Reinforcement Learning
predict rewards consistent w generate tokens that maximize
preferences the reward

init init from SFT
from o o use RM
RM model RL model

1-100 GPUs 1-100 GPUs

days of training days of training
ex: ChatGPT, Claude
can deploy this model

007c1b9


https://medium.com/@chassweeting/the-state-of-gpt-by-andrew-kaparthy-fad2f007c1b9
https://medium.com/@chassweeting/the-state-of-gpt-by-andrew-kaparthy-fad2f007c1b9

Postprocessing steps

From text to prediction

GPT-like
decoder-only

transformer

The whole pipeline this week, in one row Sisrsiniis [EEE B R EEE ELE

f

Tokeized tex: O
. 1

Source: build a large language model
(from scratch) by sebastian raschka

. . i +
‘Huskies Are Tokenizer Embeddings Transformer Linear P(next token)

Ready to’ BPE tokens — vectors N blocks Softmax ‘Run’
(scores — probs)




Tokenization

Methods:
Word tokenization

Subword tokenization
Character-level tokenization

O
O
O

Tokenization breaks down the
training set into individual tokens

o

Sample text Tokenized sample text

The brown dog I The | |brown| | dog l | I New tokenized sample

i::ysfuwl:?t ?::SEd text is mapped to

token IDs using an

Method Pros Cons
Simple Risk of OOV
Word-level Interpretable Does not leverage

knowledge of root

Subword-level

e.g. WordPiece, BPE

Leverages common
prefixes and suffixes
Learned from the data

Risk of OOV, though less
than word-level

Character-level

Small chance of OOV
RoBUsT tO CASInG anD
MispeliNGs

Makes computations slower
Embeddings not

interpretable

Source: Transformers & LLMs cheatsheet,

existing vocabulary

/ Existing vocabulary \

Token IDs
brown | —» 0
bonl L2 L @@

[dog | — [ 1 |

|fox|—>| 2 I

Build a large language model (from scratch) by sebastian raschka



Output text

Word Embeddings

GPT-like
decoder-only

transformer

Token embeddings: (]I ] (I OO OO0

f

We need a way to represent words as continuous-valued
vectors for neural networks ——— o
. ~
Parameters are also trained [
Why IS there Semantlc StrUCtU re? Vector embeddings of Source: Build a large language model
different types of birds (from scratch) by sebastian raschka

Vector embedding of the
word squirrel

@® Squirrel

Second :
dimension | Germany i longer
® long . @

® @ longest

Lond!
England ondon

First dimension



What comes after transformer
blocks? Next token prediction

Size=d-model = Linear = Size=|V|

Softmax

3 E Meningioma

CO0000OO00

Output
Vector
(21, 22, 23, 24]

Classification

[ Decoding sampling — Token predictions are sampled from the predicted probability distri-
Probabilities

bution p;, which is controlled by the hyperparameter temperature 1"

] i T te !
P| nxp( “) P
Pi= — &
- . i -
Tl = r T=1
T
2 cxp(,;-)
T
=1

1—0.1 0.02 | Normal

1.1 0.06| Glioma - X

.. .x

-0.3 e 0.01| Abscess
ZK &% Remark: High temperatures lead to more creative outputs whereas low temperatures lead to
=1 - i
i more delerministic ones.
Softmax
Function

‘Huskies Are
Ready to’

Tokenizer
BPE

Linear+

Softmax
(scores — probs)

Transformer
N blocks

P(next token)
‘Run’

Embeddings

tokens - vectors




Top-k, top-p

Top-K
Decrease Increase

ecre . >
Probabilities Probabilities Probabilities
BT RS | e
B BT e
= D ===
= = | )

:Narrow Selection Wide ~

The cat is sitting on the

Top-P Sampling

Top-P Selection (P =0.8)
90% Probabiitty Mass

mat 35% Random Pick
Model predicts next word: chair 25% from Top-P
mat 35% table 15% chair
chair 25% I
table 15% a
roof 10%
carpet 8% Sele"cttae tc)ilr'l'ord:



https://www.geeksforgeeks.org/artificial-intelligence/graph-based-semi-supervised-learning/
https://www.geeksforgeeks.org/artificial-intelligence/graph-based-semi-supervised-learning/

Training: Data sampling

(sliding window)

How to trade off batch size, stride?

Text ; reilio ne woard at a tme
sarngik: LLMs |{learn] to predict one word at a time

LLMs learn predwci one word at a time

[LLMS learn to}[predict] one word at a time The_LLM
can’t access
words past
[LLMS learn to predicﬂ[one]'worz:j at a time the target
fLLMs learn to predict one][word] at a time
———  Targetto
predict
ILT::tthe [LLMS learn to predict one word} a time
receives
[LLMS learn to predict one word at]@time
[LLMs learn to predict one word at a}[time]

© 2024 Sebastian Raschka

Source: Build a large language model (from scratch) by sebastian raschka



The training loop: forward
pass, backward pass

Feedforward

Actual Values Target Values

A plane Automoblle

Q@.@ @@@

Input Data

Deer Cat Automobne D
1. ) 1. 1.

Horse Frog orse

Truck Airplane Truck

Adjusted Welghts and Biases

Repeat Until
Error Falls
Below Threshold
< Loss Function

Correction Values

Backpropagation

Source:
https://www.analog.com/en/resources/analog-dialogue/articles/trainin



https://www.analog.com/en/resources/analog-dialogue/articles/training-convolutional-neural-networks-what-is-machine-learning-part-2.html
https://www.analog.com/en/resources/analog-dialogue/articles/training-convolutional-neural-networks-what-is-machine-learning-part-2.html

How we got here

Four decades of trying to model sequences: each fix exposed the next limit
Leading question: What are the benefits of Transformer?

1980s - RNN » 1997 - LSTM » 2014 - Attention » 2017 - Transformer

reads left to right, one state gates fix vanishing memory look at ALL positions attention only — parallel




Fixed window neural networks

A fixed-window neural Language Model

books

laptops
output distribution jmm
§ = softmax(Uh + by) € RV

a Z00
U
,:'dde;('i}’;re+b ) (e00000000000)
= il
%%
concatenated word embeddings
e = [eV: 6@ o®), o] (o000 0000 0000 0000]

]

words / one-hot vectors the  students opened  their
2D, 22 23 @) 20 2@ o® W

Source: Stanford NLP course.



Recurrent Neural Networks

Why is RNN better than fixed window neural networks?

. g = P(2®|the students opened their
A Simple RNN Language Model * = "G s ot

laptops

output distribution

Core idea: Apply the same

§® = softmax (Uh(" + bz) eRVI
weights W repeatedly

Z00
U
SO h(2) h(®) h®
hidden states e [ J (] [
_ o\ W, le| W, |@| Wi |@
® — (t-1) (®)
hO = (Wah®) + W,e® + b)) ® ® ® ®
h(9) is the initial hidden state [ ] O [ [ ]
| SRR ()
word embeddings e : e@| O B3O @O
e® — Ez® © o ©
o (&} (¢ (&)
T = = [
words / one-hot vectors the  students opened  their
z(® ¢ RIVI z® (2 ®) @)
Note: this input sequence could be much / S O u rce :
i https://datamapu.com/posts/deep learning/rnn/
Title: Explaining Recurrent Neural Network (RNN) using an example n
-

Source: Stanford NLP course


https://datamapu.com/posts/deep_learning/rnn/

Seq2Seq

Neural Machine Translation breakthrough

What's the issue in Seq2Seq that’'s addressed by Transformer?

Er liebte zu essen

He loved to eat

Source:

Encoder builds a Target sentence
representation of the source [T saw a cat on a maf <eoss|
and gives it to the decoder T

5

Encoder —_— Decoder

Decoder uses this source
representation to generate
the target sentence

| S Buaen kotto Ha mare <eos> |
“I" “saw" “cat” "on" “mat"

Source sentence

https://becominghuman.ai/building-a-seg2seq-transformer-model-for-language-translation-a-comprehensive-gu

ide-875bb7947ee6

: https://lena-voita.github.io/nlp course/seq2seq and attention.html



https://becominghuman.ai/building-a-seq2seq-transformer-model-for-language-translation-a-comprehensive-guide-875bb7947ee6
https://becominghuman.ai/building-a-seq2seq-transformer-model-for-language-translation-a-comprehensive-guide-875bb7947ee6
https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Seq2Seq with Attention

Attention output: weighted sum of
encoder states with attention weights

A model canlearnto “pay
attention” to the most relevant
source tokens for each step
Attention weights: distribution

over source tokens

B
Attention 1
score(hy, si)
[©) How relevant is 3 (2) p(3) p(4)
Sta\arTOut . ource "’"‘”/\'7
e e target step t?
function

in

0000
{0000 ]——

0000
0000

(o009}

Encoderstate  Decoder state
for token k: s, atstept: h,

[eYeYeYel
[SYeYeYe]

[000o0]
0000

4 BmAen KOTHO Ha Marte <eos>

B B B AR <bos> I saw
I" "saw” "cat” "on" "mat

[=]

Encoder Decoder

Source: https:



https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

“Transformer: Attention I1s All You Need”

“cat”
SOTA at neural machine 4 o
. Each vector receives three representations (“roles”) ‘
translation task, then to other _—

W = Query: vector from which ] i
tasks... __ X U thie attention islooking self-attention
“Attention |S A” YOU Need "_ “"Hey there, do you have this information?”
what does author mean? (next Tl Bl = : vector at which the query 13

( X D _D looks to compute weights L\

Attention weights o 5 | e

Attention/(’q, ./117) = softmax (—) v X U : ;/;'sst:iéieguvtvs:ﬂhted sumis D D

from o , , , “Heres the information I have!”
vector dimensionality of K,

ro

S BuAen KOTHO Ha MaTe <eos>

“I" “SGW“ “CGT” "on” “ma’r”
Source: https:

]


https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

“Transformer: Attention Is All You Need”

Seq2seq without Seqg2seq with Transformer
attention attention

Processing RNN/CNN RNN/CNN attention
within encoder

processing RNN/CNN RNN/CNN attention
within decoder
decoder-encoder static fixed- attention attention

interaction Sized vector

Source: https://lena-voita.qithub.io/nlp course/sea2seq and attention.html



https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Multi-head attentic

MultiHead(Q, K, V) = Concat(heady, ..., head,)W,,
head; = Attention(QWé, KW, VW)

Why do we need Wo?

query,

value for:

Split equally o| <— head,
into number of . <—head,
heads parts <— head,

<— head,

Source: htt

he:

concatenate
outputs of all heads
+ linear layer
A

headé work
independently


https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Transformer Architecture

we have a few things
left:
masked/causal
self- attention
position encoding
residual
connection
layer

normalization
FFN

We'll cover them

later...
Source: https:

lena-voita.

Feed-forward network:
after taking information from

other tokens, take a moment to |
think and process this information

f

1coder self-attention: —__|

tokens look at each other

queries, keys, values
are computed from
encoder states

Output
Probabilities

Add & Norm

Feed
Forward

Feed-forward network:
after taking information from
other tokens, take a moment to
think and process this information

f

Decoder-encoder attention:

 — Add & Norm / 1g]
Add 8 Norm Viot-Head ] . H target token looks at the source
Feed i ;
o e il Nx queries - from decoder states; keys
and values from encoder st
Nx Add & Norm
Add & Norm Miaskod
Multi-Head Multi-Head Decoder self-attention (masked):
Attention Attention *
[ ) 1 7 tokens look at the previous tokens
. /N / queries, keys, values are computed
205‘13”3' ® @ Positional from decoder states
ncoding Encoding
Input Output
Embedding Embedding
Inputs Qutputs
(shifted right)

2seq and attention.html



https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Example walkthrough

Checkout this visualization! https://poloclub.github.io/transformer-explainer/
(another one that visualize nanoGPT: https://bbycroft.net/llm )

Please study transformers after class.
Another visualization youtube:

https://www.youtube.com/watch?v=wjZof|X0v4M

Think about a few open questions:
can we swap self-attention and cross-attention?
why transformer becomes a mainstream model architecture?
when to use encoder, or decoder, or encoder-decoder?


https://poloclub.github.io/transformer-explainer/
https://bbycroft.net/llm
https://www.youtube.com/watch?v=wjZofJX0v4M

LLM Gallery

Compare LLM architecture.

https://sebastianraschka.com/llm-archite

i
m

i

L}

i

!

Supported
context length
of 1024 tokens

GPT-2 XL (1.5B)

s Vocabulary size of 50,257

-

srmEEEssmEEmEamRRnnEE,

Linear layer

.

GELU activation

.
.
)
L L

.« 25 heads
L Hidden layer
ea% dimension of 6,400

Masked multi-head
attention

\.¥ J Supported context
48X length of 1,024
i .o+ tokens with

i absolute position

. .'0

1 dimension of 1,600

Every effort moves you


https://sebastianraschka.com/llm-architecture-gallery/#architecture-gallery
https://sebastianraschka.com/llm-architecture-gallery/#architecture-gallery
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